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(54) Method for transferring and displaying data pages on a data network

(57) The apparent speed of a connection between

a browser at a user station and a proxy or gateway on

a network such as the Internet is increased by providing

a local proxy at the user station which interacts with a

remote proxy. While the remote proxy is retrieving a

newly requested World Wide Web page, for example,

from the appropriate content provider, it may also be

sending to the local proxy a stale cached version of that

page. When the new version of the page is finally re-

trieved, the remote proxy determines the differences be-

tween the new version and the stale version, and, as-

suming the differences do not exceed the new page in

size, sends the differences to the local proxy which then

reconstructs the new page from the differences and the

stale version. The local proxy delivers the new page to

the browser, which need not even be aware that a local

proxy exists; it is aware only that it received the page it

requested. Because computational speed and power

are frequently higher and cheaper than transmission

speed, the apparent speed of the connection between

the user station and the network has been increased at

modest cost.
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Description

Background of the Invention

This invention relates to a method for transferring

and displaying data pages at a station connected to a

network by a low-speed connection. In particular, Ihis

invention relates to a method for reducing the delay be-

tween the time a data page is requested and the time

the page is displayed

In data networks such as the internet, data is stored

on servers interconnected by high-speed connections.

Such networks support protocols, such as the Hypertext

Transfer Protocol ("HTTP") used m the popular World

Wide Web portion of the Internet, in which data is trans-

mitted to users in a format known as a "page." Under

the HTTP protocol, the user interface software (known

as a "browser") cannot begin to display a page until a

significant portion of the page has been received, and

clearly cannot fully display the page until the entire page

has been received. The resulting delays are referred to

as "latency."

Unfortunately, many Internet users are connected

to the Internet by relatively slow connections using a mo-

dem and a standard telephone line. Even the fastest

commercially available telephone modems are limited

to speeds of 28.8 kilobits per second ("kbps"), or in some

cases 33.6 kbps. This limits the speed at which a World

Wide Web page can be transmitted to a user and dis-

played by the user's browser. In addition, heavy user

traffic, particularly heavy access by other users to the

same server,.also slow down the apparent speed of the

World Wide Web. As a result, many users complain

about the slow speed of the Internet in general, and the

World Wide Web in particular. In fact, much of the laten-

cy perceived by users is the result of their relatively slow

connection to, and heavy traffic on, what inherently

ought to be a very fast network.

Currently available browser software makes some
attempts to eliminate delays in receiving World Wide

Web pages. .For example, most browsers will store re-

ceived pages in a disk cache. If the user asks for a page

within a short time after having asked for it previously,

the browser will retrieve the page from the cache. How-

ever, under the HTTP protocol, certain World Wide Web
pages may not be cached, such as those that are dy-

namically generated. Therefore, current caching tech-

niques are of limited usefulness in solving the latency

problem.

It would be desirable to be able to reduce the per-

ceived delays encountered in transmitting data pages

from a relatively fast network to a user connected to the

network by a relatively slow connection.

It would also be desirable to be able to make better

use of the caching capabilities of browsers.

Summary of the Invention

It is an object of this invention to reduce the per-

ceived delays encountered in transmitting data pages

5 from a relatively fast network to a user connected to the

network by a relatively slow connection.

It is also an object of this invention to make better

use of the caching capabilities of browsers.

In accordance with this invention, there is provided

10 a method for transferring and displaying data pages on

a data network of a type on which data can be retrieved

in a page format. The network has at least one server

on which the data pages are stored, a gateway connect-

ed to the servers, and a user station connected to the

'5 gateway by a data connection having a finite speed. The

user station requests one of the pages from one of the

servers. The method comprises sending a request from

the user station to the gateway for retrieval of the data

page from one of the servers. In response to that re-

20 quest, an earlier version of the data page is recalled. If

the earlier version is determined not to be current, a re-

trieval of the data page from that one of the servers to

the gateway, for transfer to the user station, is initiated.

After receipt at the gateway of a response to the request

25 a difference between the requested data page and the

earlier version of the page is determined, and that dif-

ference is transmitted to the user station. At the user

station, the data page is calculated as a function of the

earlier version and the difference. The calculated page

is then displayed at the user station.

Brief Description of the Drawings

The above and other objects and advantages of the

3S invention will be apparent upon consideration of the fol-

lowing detailed description, taken in conjunction with the

accompanying drawings, in which like reference char-

acters refer to like parts throughout, and in which:

40 FIG. 1 is a schematic block diagram of a system

with which the method of the present invention may

be used;

FIG. 2 is a flow diagram of a portion of the method

of the present invention that is carried out by the

45 local proxy shown in FIG. 1

;

FIG . 3 is a flow diagram showing detail of one of the

steps shown in FIG. 2;

FIG. 4 is a flow diagram of a portion of the method

of the present invention that is carried out by the

so remote proxy shown in FIG. 1

;

FIG. 5 is a flow diagram showing detail of one of the

steps shown in FIG. 4; and

FIG. 6 is a flow diagram showing detail of an alter-

native embodiment one of the steps shown in FIG.

55 4.
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Detailed Description ol the Invention

Although applicable generally to network data

transfers, the present invention is particularly useful,

and lends itself to ready explanation, in connection with s

the Internet, and particularly the World Wide Web The

World Wide Web architecture employs, at the network

gateway end of a user's connection, an application

known as a proxy World Wide Web browser software is

designed to communicate with a proxy, which in turn re- w
lays the browser's requests to the network servers, and

returns the requested data in the form of one or more

pages. In accordance with the present invention, a sec-

ond proxy, hereinafter referred to as a "local proxy." pref-

erably is established at the user's computer by software, is

When the user's browser software attempts to contact

a proxy, it is connected to the local proxy. As far as the

browser software is concerned, it is connected to a

proxy as it expects and requires. The local proxy in turn

communicates with the proxy at the network end of the 20

connection (hereafter the 'remote proxy*).

The presence of the local proxy allows the use of

various techniques that enhance the apparent speed of

the connection to the network. One can design the local

proxy to employ such techniques without changing us- 2s

ers' browser software. Ultimately, one or more such

techniques may be built into browser software, effective-

ly building the local proxy into the browser. However, the

present invention can be used with existinc browsers by

providing separate local proxy software. 30

A preferred technique that can be usod with the lo-

cal proxy for enhancing the apparent connection speed

relies on the fact that, at present, computational speed
and ability at the user station is more readily available,

and cheaper, than a faster connection. Thus, the inven- 35

tion relies on the retrieval of a cached version of a re-

quested page and the subsequent transmission from

the remote proxy to the local proxy of only the differenc-

es between the cached version and the current version.

The user station, using its relatively fast and cheap com- 40

putational resources, reconstructs the current page
from the cached version and the received difference da-

ta.

A preferred technique for calculating the difference

data is the technique described in copending United

States Patent Applicatbn No. 08/355,889, filed Decem-
ber 1 4, 1 994, which is hereby incorporated by reference

in its entirety. However, other techniques, as may be

known to or developed by those skilled in the art. may
be used. so

In order for the remote proxy to be able to send the

difference data to the local proxy, it must calculate the

difference data by comparing the current page, once it

is received at the remote proxy, to the version of the

page already available at the local proxy. That requires ss

the remote proxy to know which version of the page is

already present at the local proxy. This can be accom-
plished in several ways.

First, the remote proxy must cache at least one ver-

.
sion of the page (if the page requested by the user has
never been requested by any user connected to the re-

mote proxy, there would be no alternative to waiting for

the full current page to be received at the remote proxy

and sending the entire page, except that it may be pos-

sible to begin sending the entire current page before it

is completely received at the remote proxy).

In one embodiment, the local proxy also caches the

page (assuming it has requested it previously), and as

part of its request for the data page, identifies which ver-

sion it already has cached. The remote proxy would

check to see whether or not it had that particular version

cached and. if it did, it would use that version tocalculate

the differences once the current page was received. If

the remote proxy did not have that version cached, it

would send to the local proxy the most recent version it

did have, while waiting for the current data to arrive.

In a variant of that embodiment, the remote proxy

would cache several different versions of a page, to in-

crease the likelihood that it has the version cached by

the local proxy. In another variant, the local proxy also

would cache more than one version of a page. For ex-

ample, the local proxy could be programmed to cache

the most recent version of any page retrieved, as well

as any page tagged to be cached. In that embodiment,

preferably the remote proxy would tag certain pages to

be cached by local proxies - e g., the noon version of

a popular news page might always be cached, and re-

tained even if a later version is retrieved (the later ver-

sion would also be cached). Increased caching by either

proxy would reduce the amount of data to be transmitted

while the remote proxy awaits the current page, but re-

quires more storage capacity at one or both proxies.

More storage might be easier at a remote proxy, often

associated with a content provider or network service

provider, but might be costly at the local proxy, which is

usually at a home or office personal computer.

When the remote proxy requests the current page
from the content provider, it may request that the page
be sent only if it has changed since the time of the last

version it has, or the version it knows the local proxy has

or should have. The HTTP protocol provides commands
for such requests. If the remote proxy gets back a mes-
sage that there has been no change, it can then send a

message to the local proxy that the page that the local

proxy already has is current (either because it had pre-

viously cached the page, or because the remote proxy

had sent the page while awaiting a response from the

content provider's server), and the local proxy can then

deliver the page it already has to the browser for display.

If, on the other hand, the remote proxy receives a

new version of the page, it must then decide whether it

should send the new version of the page or calculate

and send the difference data. This depends on several

factors.

If the local proxy already has the previous version

of the page (either because it had cached it, or because
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the remote proxy was able send it while wailing for the

current version), then the most significant factor in de-

ciding whether to send the entire current version or to

calculate and send the difference is the relative size of

the new version and the difference data. Thus the re- s

mote proxy would calculate the difference data, and

then compare the size of the difference data to the size

of the new version. If the new version is not larger than

the difference data, the remote proxy would send the

new version with a message telling the local proxy that 10

it is the new version and that reconstruction based on

the old version is not necessary. The local proxy would

then pass the new version to the browser for display.

If the new version is larger than the difference data,

then the remote proxy must make a decision based on '5

how much larger the new version is. Because there is

some time required for reconstruction by the local proxy,

if the new version is the same size as, or only slightly

larger than, the difference data, then it may still be faster

(in terms of when the user will be able to view the re- 2°

quested page) to send the new version rather than the

difference data. The determination of how much larger

the new version can be before it no longer makes sense

to send it may depend on a number of factors, which

might have to be measured in real time, resulting in dy- 25

namic calculation of the threshold size for sending dif-

ference data rather than new data. However, if the cal-

culation depends on variables that cannot be deter-

mined easily by the remote proxy, such as the processor

speed at the user station, an alternative is to have the 30

remote proxy simply assume that the new version can

be up to about 120% of the difference data and still be

sent in its entirety.

If the requested page arrives at the remote proxy

while the remote proxy is still sending an older "stale" 35

version of the page to the local proxy, then the remote

proxy must make a determination as to whether or not

to continue, or to abort and simply send the new version

of the page in its entirety. Again, this depends on a com-

parison of how long it will take to send the new version *o

and how long it will take to complete sending the old

version andlo calculate and send the difference data.

The time required to send the new version may be

known if its size is known, or it may be estimated using

appropriate statistical assumptions. Similarly, the time 4$

required to complete sending the stale data is known.

What is not known is the size of the difference data. If

the size of the new version is smaller than that of the

remaining state data, then the new version is sent Oth-

erwise, an assumption is made that the difference data so

will be some average amount, which in the preferred

embodiment is 40%, of the size of the state page. There-

fore, if less than 40% of the stale data has been sent (i.

e., more than 60% remains), the transmission of stale

data may be aborted in favor of simply sending the new ss

version. Conversely, if more than 40% of the stale data

has been sent (i.e. , less than 60% remains), it may make

sense to continue to send the remaining stale data, plus

the difference data, because the latter two items togeth-

er would be smaller than the new version.

Of course, if the transmission of stale data is con-

tinued, and the difference data calculated, it may be dis-

covered that for this particular request, the difference

data is larger than 40%, in which case the decision

would have been counterproductive. Or if it were decid-

ed to send the new version, it may have turned out that

the difference data were smaller than expected. How-

ever, on average it could be expected to be productive,

in the absence of other data, to use 40% of the page

size as a default for the difference data size It may also

be possible, lor example, to keep track of difference data

sizes over time, either globally or for individual pages

(e.g., by URL) or servers, and to use that information to

adjust the default difference data size periodically Alter-

natively, it may be possible to estimate or calculate the

size of the difference data incrementally ("on the fly") as

discussed below.

In some cases, one might determine while still

transmitting state data, or afterwards, that the difference

data are so large - even difference data larger than the

page size are theoretically possible -- that it would not

make sense to continue. At that point, the decision to

send stale data plus difference data could be reversed,

the transmission of stale data if still in progress could be

aborted, and the new page in its entirety could be trans-

ferred. Even if the transmission of stale data has been

completed, it would still make sense to send the new

page in its entirety, assuming that the difference data

are larger than the new page.

The preferred embodiment of the difference data

calculation technique described in the above-incorpo-

rated copending patent application outputs as a "side-

effect" a compressed version of the original page data.

This provides a compressed version of each page which

can be stored in the cache in place of the uncompressed

version, thereby increasing the number of pages that

can be cached for a given cache size. Moreover, that

technique produces difference data that at most total no

more than a few bytes more than the new version of the

data page. Therefore, if that preferred technique is used,

then one may not need to abort the transmission of dif-

ference data, because there would be no penalty in not

doing so. However, the discussion that follows is generic

to any difference calculating technique that might be

used, including one that may not be so efficient as the

preferred technique.

The discussion so far has assumed that the user

has requested a page whose address is the same as

that of a page that has already been cached -- e.g., in

the context of the World Wide Web, a page having the

same Uniform Resource Locator ("URL"). However, the

present invention may also be useful in cases where

pages are similar even though their addresses are not

identical. These might include pages that have identical

static content even though certain variable fields may

differ. For example, on a World Wide Web site contain-



7 EP0 836 145 A2 8

ing multiple pages, the various pages may have a similar

layout with features in common Similarly, pages con-

taining the results of a query to a particular search en-

gine will generally have substantially the same graphical

layout: only the text data will differ from one query result 5

to another. Therefore, if a query to a particular search

engine is initiated by the user, the system can retrieve

in advance from its cache, either at the local proxy or

the remote proxy, a generic page for that search engine,

or the last cached query result from that search engine; io

the needed difference data can be computed from ei-

ther.

Locating such a cached query result would not be

difficult in the case of the World Wide Web. URLs for

search results from a particular search engine usually *5

share a common "stem" -- i.e., the beginning portion of

the URL is the same, with later portions specifying the

particular search. The search criteria are frequently pre-

ceded in the URL by the character string "cgi-bin," which

usually follows the stem. The system could be designed 20

so that, on seeing those characters in a URL, it seeks a

cached version of any page whose URL has the same

stem as the current URL. Other techniques which look

more broadly at cached pages for similar pages are

those that compare received data to any cached page 25

originating at the same host and having similar size. In

such a case, the remote proxy might have to keep better

track of which pages have been sent to which local prox-

ies. A brute force comparison of every cached page

could also be made, but, unless by chance a close 30

match were found early, it might take longer than simply

transmitting the new page.

It has further been assumed in the discussion so far

that difference data are not calculated until the remote

proxy has received the entire new version of the page. 35

However, the present invention includes the possibility

of calculating the difference data "on the fly" - i.e., on a

continuing basis as the new version is received

For example, an arbitrary data size may be select-

ed, and as each "chunk" of data that size is received at *o

the remote proxy, a comparison with the cached version

is made to extract the difference data. The size of the

"chunk' is selected to be large enough so that the sys-.

tern is not forever calculating difference data from

minute samples, but small enough to generate data that <5

can be sent frequently enough to make a difference in

the performance of the system.

If the difference between the two versions of the

page is that there has been an insert of text, then well-

known comparison techniques can detect that and the so

system could send the insert along with an "insert" com-

mand, without having to send a difference for every

chunk. Similarly, if the difference between versions is

that there was a deletion, the system might handle that

in a similar way (e g, using a "delete" command), rather 55

than compute a difference for each chunk.

Similarly, such a system is preferably able to decide

when to send the difference data. If the difference data

for a particular chunk are small, it may not make sense

to send those data as soon as they are generated, but

rather to wait for additional difference data to be gener-

ated. The amount of difference data to be accumulated

before being sent to the local proxy can be quantified in

a preferred embodiment as follows:

Let D be the total number of unsent bytes of differ-

ence data, including difference data that have been gen-

erated but have not been sent. Let Dto ,
be the total

number of bytes of difference data that have been gen-

erated, whether or not they have been sent. Let C be

the number of bytes of tlje new version that have already

been processed Let S be the size of the original page.

Let TsmaN be a minimum threshold and T,3 rge be a max-

imum threshold.

According to this embodiment, the accumulated dif-

ference data are sent if Tsma„<D and D
tot
<F{S,C,T|arge ),

where F is a function of the size of the original page, the

size of the data that has been processed so far, and the

threshold T|arge . F generates a cut-off when it is no long-

er advantageous to send the difference data. The cut-

off might be 80% of the original file size (0.8S) based on

cumulative bytes received. Alternatively, S could be ig-

nored and the difference data would be sent as long as

D
tot
<0.8C. More complicated functions can also be

used.

. If D<Tsma,|,
difference data would not be sent. In-

stead, any difference data that had been accumulated

would be held until more difference data had been cal-

culated. For example, T^^, could be one-half the max-

imum packet size, an amount betow which it would be

uneconomical to send the data.

On the other hand, if D^FfS.CTiajge), then the dif-

ference data already computed are so large that the

computation of the difference data is aborted. Instead,

the new page is sent in its entirety. Consistent with the

"on-the-fly" nature of this embodiment, the system pref-

erably does not wait for the whole page to arrive before

sending it to the local proxy, but instead sends as much
as has already been received and continues to send the

new page data as they arrive. Note that if the preferred

difference calculating technique referred to above is

used, it is almost never disadvantageous to continue

sending the difference data.

In addition, it may be useful to test the total amount

of difference data remaining to be sent, including differ-

ence data not yet computed, against the presumed size

of the new version. The amount of data yet to be sent

can be estimated as the amount of any difference data

already computed but not yet sent, plus the amount of

all difference data yet to be computed. The latter value

might be estimated as a function of the difference be-

tween the total size of the earlier version of the data

page and the size of the portion of the new version al-

ready processed.

As discussed above, if the difference data are being

calculated on the fly, then the comparison of the amount

of stale data in transit still to be sent plus the amount of
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difference data to the amount of data involved in sending

the-new page in its entirety can also be calculated, or at

least estimated, on the fly. That way, the decision as to

whether or not to continue sending stale data can be

made based on better information. This can be done as

follows:

Let A be the size ol the original (stale) version of the

page. Let B be the size of the new version of the page

(if B is not known it may be set equal to A as an

estimate) Let PA be the size of the portion of the original

version of the page already sent to the local proxy (equal

to A when all of the original veTsion of the page has been

sent). Similarly, let PB be the size of the portion of the

new version of the page already received at the remote

proxy. These variables all have known values. Note that

if the preferred difference calculation technique de-

scribed above is used, these variables may represent

quantities of compressed data (as stated above, the pre-

ferred embodiment of a routine for determining differ-

ence data also compresses the data). When referring

explicitly to compressed data, the notation Cx can be

used to represent the compressed version of the quan-

tity represented by x.

Let aB A be the size of the data representing the dif-

ference between the original and new versions of the

page. Let CB be the size of the compressed version of

the new page. These two variables are known as soon

as all of the new version is received. Let APB,A be the

size of the data representing the difference between the

original version of the page and the portion of the new
version already received. This variable is known as soon

as the partial data for the new version are received.

If PA=A, then the stale data have been sent in their

entirety, and the difference data can be sent as they are

computed. If PA<A, then the stale data are still being

transmitted, and a decision must be made whether or

not to abort that transmission and simply send the new
version of the. page. As discussed above where the dif-

ference data are not computed until the complete new

version is received, this depends on being able to esti-

mate the total size of the difference data. However here,

where the difference data are computed on the fly, the

estimate can be more accurate.

Specifically, the stale data preferably are still trans-

mitted if the amount of stale data remaining, plus the

estimated size of the difference data, is less than the

estimated total size of the new version (or the com-

pressed new version where compression is available as

in the preferred embodiment):

CA- PCA + *B.A< C B

If one assumes that the total size of the difference

data is proportional to the size of the difference data for

a portion of the page (frequently but not always true),

then once a partial difference has been computed, the

total size of the difference data can be estimated:

Ae^ = B*((APB ,A)/P B

For example, if the size of the difference data for the first

s half of the new version of the page is one quarter of the

original page size, one could estimate the total size of

the difference data for the new version of the page would

be twice that, or one-half the original page size.

If compression is used
:
compressed file size must

io afso be estimated. If the original version was sent to the

local proxy in compressed form, its size CA is known.

The size CB of the compressed new version can be es-

timated as:

75
C B

= B'(C A/A)

Alternatively, the compression rate of the whole page

can be estimated from the size of the compressed ver-

20 sion of part of the page once available:

Cb =CPb
*,B/Pb )

2S Given these estimates, it is at any time possible to

determine whether the remaining stale data should be

transmitted or aborted. As more of the new version of

the page is received, the estimates improve.

FIG. 1 shows a schematic block diagram of a sys-

oo tern 10 with which the method of the present invention

can be used. User station 11 is typically a personal com-

puter running browser software 12. User station 11 afso

runs local proxy software 13, which generally would be

provided by the user's network service provider if the

35 network service provider's own system were capable of

using the method of the invention. User station 11 is con-

nected to network service provider point-of-presence 1

5

by "slow" link 1 4 (preferably a modem connection as de-

scribed above). Network service provider potnt-of-pres-

40 ence 1 5 is preferably connected to network 1 6 (e.g. , the

Internet) by a preferably very fast connection 17 such

as a T1 connection. The network service provider point-

of-presence 15 preferably includes a gateway server

150 having remote proxy 151 (preferably existing in soft-

45 ware), which communicates with local proxies 1 3 of var-

ious user stations 1 1 (only one shown). Note that just as

the function of local proxy 13 can be incorporated into

browsers themselves as discussed above, the same is

true of the remote proxy function, which can be incorpo-

so rated into gateway server 150. The HTTP protocol al-

lows a browser (or local proxy) to identify what cached

version (if any) of a requested page it has; a server with

the remote proxy built in could generate and transmit

difference data itserf, if it determines that that is appro-

55 priate based on the relative data sizes involved (see be-

low), which it would know because it has the new ver-

sion.

Network 16 includes other network service provider
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points-of-presence, as well as content provider points-

of-p'resence having content servers, from which users

seek information through the network service providers.

The user's browser 12 is designed to communicate

with a proxy. In known systems, the proxy with which

browser 1 2 communicates is remote proxy 151. Howev-

er, m the present invention, where user station 11 has

local proxy 1 3, and the network service provider is com-

patible with the method of the invention, browser 12

communicates with local proxy 13. which in turn com-

municates with remote proxy 1 51 Local proxy 1 3 is de-

signed to send to browser 1 2 all messages that browser

12 normally would expect from a proxy. Local proxy 13

is therefore transparent to browser 1 2. However, when

remote proxy 151 is compatible with the method of the

invention, which almost inevitably would be the case if

local proxy 13 exists because local proxy 13 preferably

is created by software from the network service provider

which presumably will only provide that software if its

own remote proxy 151 is compatible, local proxy 1 3 and

remote proxy 151 can communicate in ways designed

to increase the apparent speed of connection 14. While

the apparent speed increase might be accomplished in

a number of ways, preferably it would be accomplished

using the method described above, which is dia-

grammed in FIGS. 2-5. below.

The functioning of a preferred embodiment of proc-

ess 20 carried out by local proxy 13 is shown in FIGS

2 and 3.

At step 21 , local proxy 13 receives a request from

browser 12. to retrieve a page identified by a particular

URL. At test 22, the system tests to see whether or not

the requested page is cached locally. If so, then at test

23, the system tests to see whether or not the cached

version is still valid. This test can be carried out by ref-

erence to an expiration date saved with the cached data.

Alternatively, the browser may have sent instructions

that a cached version is not to be used and that the re-

quested page be re-loaded from its content provider. If

at test 23 the cached version is determined to be valid,

then local proxy 1 3 returns the cached version to brows-

er 12 at step 24, and the method ends at 25.

If at test 23 it is determined that the cached version

of the requested page is no longer valid, then at step 28

the requested page is requested from remote proxy 151

.

As part of the request, remote proxy 151 is advised by

local proxy 13 that local proxy 13 is capable of dealing

with difference data, and which version is cached at lo-

cal proxy 13. The system then proceeds to step 27

where it waits to receive data in response to the request,

and to process that data.

If at test 22 it is determined that the requested page

has not been cached, then at step 26 the requested

page is requested from remote proxy 151 . As part of the

request, remote proxy 151 is advised by local proxy 13

that local proxy 13 is capable of dealing with difference

data, and system proceeds to step 27 where it waits to

receive data in response to the request, and to process

that data.

The processing of a response in step 27 is shown

in expanded form in FIG. 3. HTTP responses are trans-

mitted under a protocol known as MIME (an acronym

s for Multipart Internet Mail Extensions). Under the MIME
protocol, messages can be single part messages or

multipart messages. In this context, if the response is a

single part message, then it is a new version of the re-

quested page
:

while if it is a multipart message, either

'0 it may be the new version of the requested page, or it

may be difference data or a stale version of the page

Information identifying the contents of the multipart mes-

sage is found in the first part of the multipart message.

Therefore, process 27 begins at test 30 where the sys-

is tern checks to see whether or not the response is a

MIME multipart message. If not, then it must be a new

page, and at step 31, the new page is cached by local

proxy 13 and returned to browser 12 for display.

If at test 30 the response is determined to be a

MIME multipart message, then at test 32 the system

checks to see whether or not the first part of the mes-

sage identifies the transmitted data as a stale version of

the requested page. If so, the system continues to mon-

itor at test 33 to see if the transmission of stale data is

aborted (in case the remote proxy decides that the new

page ought to be sent in its entirety instead). If so, then

the remainder of the transmission is the new version of

the requested page, which at step 31 is cached by local

proxy 1 3 and returned to browser 1 2 for display, tf at test

33 the transmission of stale data is not aborted, then at

step 34 the stale data are cached and the system waits

at step 35 for the difference data, which is processed in

a similar manner.

If at test 32 the data are not identified as stale, then

they may be difference data, and that possibility is tested

at test 36. If the data are difference data, then at step

37 the difference data are added to the cached version

of the requested page to produce the new version of the

page, which at step 31 is cached by local proxy 1 3 and

returned to browser 12 for display. If at test 36 the data

are not identified as difference data, then they must be

the new page in its entirety (despite the multipart nature

of the response), which at step 31 is cached by local

proxy 1 3 and returned to browser 1 2 for display.

The functioning of a preferred embodiment of proc-

ess 40 carried out by remote proxy 151 is shown in

FIGS. 4 and 5.

Process 40 starts at step 41 where remote proxy

151 receives a request from a user station 11 for a par-

ticular page identified by a specified URL. Note that it is

possible that a particular user station 11 does not have

the local proxy function enabled, so that process 40 pref-

erably can account for that possibility and allow for re-

quests from traditional browsers.

At test 42, the remote proxy tests to see whether or

nol it has the requested page in its cache. If so, then at

test 43, the remote proxy tests to see whether or not the

cached version is valid (e.g., by reference to its expira-

25

00
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tion date/lime). If at lest 43 the cached version is valid,

then at test 44 the remote proxy tests to see whether or

not both proxies (i.e., both the local and remote proxies

13, 151) have the same cached version, if so, then at

step 45 the remote proxy advises the local proxy that

the page has not changed, and process 40 ends at 46.

If at test 44 it is determined that both proxies do not have

the same version (this could include the situation where

there is no local proxy at all), then at step 47 the remote

proxy sends the new page to the local proxy and process

40 ends at 46

II at test 42 the remote proxy determines that it has

no cached version of the requested page, then at step

48 the remote proxy requests the page from the content

provider via network 16, and at step 49 it waits for, and

processes, that content.

If at test 43 the remote proxy determines that the

cached version has expired or otherwise is not valid,

then the remote proxy (1) proceeds to step 48 where it

requests the page from the content provider via network

16, and then proceeds to step 49 where it waits for, and

processes, that content, and, at the same time, (2) de-

termines at test 400 whether or not both proxies (assum-

ing there is a local proxy) have the same cached copy.

If so, then the remote proxy merely continues to wait for,

and process, the requested content at slep 49. If at test

400 the remote proxy determines that both proxies do

not have the same cached version (this could include

the situation where there is no local proxy at a!l), then

at test 401 the remote proxy determines whether or not

the user station is capable of processing difference data

and stale data to construct the new page (as set forth in

connection with steps 26 and 28 of process 20, the local

proxy itself advises the remote proxy if it can process

difference data, and the remote proxy makes its deter-

mination in test 401 based on whether or not it received

such a message from the local proxy). If so, having al-

ready determined that the two proxies have cached dif-

ferent versions of the page, at step 402 the remote proxy

sends to the local proxy the version that is has cached

(so that both proxies have the same starting point for

constructing the page using difference data), and then

at step 49 waits for, and processes, the requested page.

If at test 401 it is determined that the user station is not

capable of processing difference data and stale data to

construct the new page (e.g., it does not have a local

proxy), then the remote proxy simply proceeds to step

49 to await the new page which it will have to send in its

entirety to the user station in question.

As shown in expanded form in FIG. 5, process 49

begins at step 50 where the requested content has been

received over network 16 from the content provider At

test 51 the remote proxy tests to determine whether or

not user station 11 is capable of processing difference

data. If not, then at step 52 the remote proxy caches the

current version of the new page and also transmits it to

the user station. If at test 51 the remote proxy deter-

mines that the user station can process difference data

(i.e.
;

it includes a local proxy in accordance with the in-

vention), then at test 53, the remote proxy determines

whether or not both proxies have the same cached ver-

sion (based on data sent by the local proxy). If so, the

s remote proxy proceeds to test 5S. discussed below. If at

test 53 the remote proxy determines that the two proxies

do not have the same cached data, then the remote

proxy proceeds to test 54 where it determines whether

or not stale data (i.e., an older version that had been

io cached at the remote proxy whose transmission to the

local proxy was begun before the new version arrived

in step 50) is still in transit to the local proxy. If not (i.e..

the transfer of stale data has already been completed),

then the remote proxy proceeds to test 58
:
discussed

'5 below. If at test 54 it is determined that stale data are

still in transit, then at test 55 the remote proxy deter-

mines whether or not the amount of stale data remain ing

is above a threshold (e.g., 60% of the size of the stale

version as discussed above). If so, then at step 56 the

20 transfer of stale data is aborted and at the remote proxy

proceeds to step 52 where the remote proxy caches the

current version of the new page and also transmits it to

the user station. If at test 55 the remote proxy deter-

mines that the amount of stale data remaining is below

25 the threshold (i.e. , most of the stale data has been sent),

then at step 57 the remote proxy finishes the transfer ol

the stale data and continues to test 58.

At test 58, regardless of which route the remote

proxy took to get there, the remote proxy determines

30 whether or not the newly received data differ from the

cached data. This could be determined by an actual file

comparison or by comparing dateAime stamps. Alterna-

tively, the newly received data may simply be a message

from the content provider that the version that was

35 cached is still current. If by any of those methods it is

determined that the new data are not different from the

cached data, then at step 59 the remote proxy advises

the local proxy that the cached version is current (either

the local proxy had already cached that version, or it has

40 received it in the stale data transfer). (Note that when

the method of determining that the new data are the

same as the cached data is reliance on a 'no change"

message from the content provider, then in step 52,

above, the sending of the current version involves send-

4S ing the cached version, and no additional caching by the

remote proxy is actually needed in step 52.)

If at test 58 the new data are determined to differ

from the cached data, then at step 59 the actual differ-

ences are determined by a direct comparison. The re-

50 mote proxy then proceeds to test 500 to determine

whether or not the size of the difference data is below a

threshold. As discussed above, one comparison is

whether the difference data are smaller than the new

page itself, while other factors also are considered as

55 discussed above. If at test 500 the size of the difference

data is below the threshold, then the remote proxy pro-

ceeds to step 501 and sends the difference data to the

local proxy, which uses it to reconstruct the new page
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(step 37). If at test 500 the size of the difference data is

not below the threshold, then the remote proxy decides

that sending the difference data would not be produc-

tive, and proceeds to step 502 where it simply sends the

new page to the local proxy. s

FIG. 6 shows a portion of a modified version of proc-

ess 49 wherein difference data is calculated and trans-

mitted "on the fly" as described above. The partial proc-

ess shown in FIG. 6 replaces steps/tests 59, 500
:
501

and 502 of FIG. 5. w
At step 659. difference data are determined for a

current received portion of the new page data. Next, at

test 60. it is determined whether or not there are any

partial differences being held (the first time through, the

answer will always be no). If not, then at test 61 it is '5

determined whether or not the size of the current partial

difference exceeds a minimum threshold for transmis-

sion as discussed above. If not, then at test 62 it is de-

termined whether or not the page is complete. If not,

then at step 63, the partial difference is held, and accu- 20

mulated with any previously held partial differences, and

at step 64 the next portion is advanced to and the proc-

ess returns to step 659.

If at test 61 the size of the current partial difference

had exceeded the minimum threshold for transmission, 25

or at test 62 the page had been complete (meaning the

current partial difference must be transmitted even if it

is otherwise too small), the process would advance to

test 67, discussed below.

If at test 60 there had been held partial differences, 30

the method would proceed to test 65 to determine

whether or not the sizes of the held and current partial

differences exceed the minimum threshold for transmis-

sion. If not, then at test 66 it is determined whether or

not the page is complete. If not, then at step 63, the par-

tial difference is held, and accumulated with any previ-

ously held partial differences, and at step 64 the next

portion is advanced to and the process returns to step

659.

If at test 65 the sizes of the held and current partial *o

differences exceed the minimum threshold for transmis-

sion, or at test 66 the page is complete (meaning the

current partial difference must be transmitted even if it

is otherwise too small), the process would advance to

test 67. 4$

At test 67, it is determined whether or not the cu-

mulative size of partial differences already transferred

and those about to be transferred exceed the maximum
threshold discussed above. If so, then at step 68 the par-

tial difference process is aborted and the new page data so

are sent to the local proxy. This transmission itself can

occur after the remote proxy has received the complete

new page, or in portions as the portions are received at

the remote proxy. It is recognized that aborting the par-

tial difference process on reaching the maximum thresh- ss

old may be counterproductive, because the additional

amount of difference data yet to be computed might be

small , but there is no way to know that. Other techniques

may be developed to address this.

If at test 67, the cumulative size of partial differenc-

es already transferred and those about to be transferred

do not exceed the maximum threshold, then the current

partial difference and any held partial differences are

transmitted to the local proxy at step 69. At test 600. it

is determined whether or not the page is complete
:
in

which case the process ends at 601 . Otherwise, the

process advances to step 64 where the next portion is

processed

It should be noted that in accordance with the

present invention, cached pages are retained even after

their ostensible expiration dates, and "uncacheable"

pages are cached. This is because even an expired ver-

sion might still be better than no version in a system that

relies on sending earlier data in advance and following

it up with differences. As long as the differences be-

tween the earlier version (expired or not) and the current

version can be calculated, expiration dates and "cache-

ability" do not matter. This is acceptable because

cached pages are used only to produce difference data

based on retrieval of the current page.

Thus it is seen that this invention reduces the per-

ceived delays encountered in transmitting data pages

from a relatively fast network to a user connected to the

network by a relatively slow connection, in part by mak-

ing better use of the caching capabilities of browsers.

One skilled in the art will appreciate that the present in-

vention can be practiced by other than the described

embodiments, which are presented for purposes of il-

lustration and not of limitation, and the present invention

is limited only by the claims which follow.

1 . A method for transferring and displaying data pages

on a data network, said network being of a type on

which data can be retrieved as pages, said network

having at least one server on which said data pages

are stored, a gateway connected to said at least one

server, and a user station connected to said gate-

way by a data connection having a finite speed, said

user station requesting one of said pages from said

at least one server, said method comprising the

steps of:

sending a request from said user station to said

gateway for retrieval of said data page from one

of said at least one server;

recalling a base version of said data page;

initiating, in response to a determination that

said base version is not current, a retrieval of

said data page from said one of said at least

one server to said gateway for transfer to said

user station;

determining, after receipt at said gateway of a

response to said request, a difference between

is

35 Claims
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said requested data page and said base ver-

sion of said page:

transmitting said difference to said user station;

calculating at said user station said data page

as a function of said base version and said dif-

ference: and

displaying said calculated page at said user

station.

2. The method of claim 1 wherein said gateway is said

server.

3. The method of claim 1 wherein said base version

of said data page is an earlier version of said data

page.

4. The method of claim 1 wherein said base version

of said data page share elements in common with

said data page.

5. The method of claim 1 wherein said recalling step

comprises:

recalling said base version of said page from

storage at said gateway; and

transmitting said base version of said page

from said gateway to said user station.

6. The method ol claim 1 wherein said recalling step

comprises:

recalling a first version of said page at said user

station;

recalling a second version of said page at said

gateway;

comparing said first version with said second

version; and

transmitting said second version from said

gateway to said user station when said second

version differs from said first version.

7. The method of claim 1 further comprising:

determining a measure of efficiency of said dif-

ference determining and calculating step and

said difference transmitting step; and

when said measure of efficiency indicates that

sending said requested data page in its entirety

from said gateway to said user station is effi-

cient:

aborting said recalling and transmitting steps

and said step of displaying said calculated

page,

sending said requested data page in its entirety

from said gateway to said user station, and

displaying said requested data page at said us-

er station.

8. The method of claim 7 wherein said step of deter-

mining a measure of efficiency comprises:

assessing, after determination of said differ-

5 ence, a composite transmission size represent-

ing a function of size of said difference and

transmission size of any remaining amount of

said base version yet to be transferred;

comparing said composite transmission size to

10 transmission size of said requested data page:

and

when said transmission size of said requested

data page exceeds said composile transmis-

sion size, determining that sending said re-

is quested data page in its entirety from said gate-

way to said user station is inefficient., otherwise

determining that sending said requested data

page in its entirety from said gateway to said

user station is efficient.

20

9. The method of claim 8 wherein each of said com-

posite transmission size and said transmission size

of said requested data page is determined based

on compression prior to transmission.

25

10. The method of claim 7 wherein said step of deter-

mining a measure of efficiency comprises:

determining, when said requested page is re-

30 ceived at said gateway, what proportion of said

base version has been transferred to said user

station; and

determining, when said proportion of said base

version that has been sent is above a threshold

35 proportion, that sending said requested data

page in its entirety from said gateway to said

user station is inefficient, otherwise determin-

ing that sending said requested data page in its

entirety from said gateway to said user station

40 is efficient.

11 . The method of claim 1 0 wherein said threshold pro-

portion is dynamically determined.

45 12. The method of claim 1 1 wherein said threshold pro-

portion is determined based on said finite speed.

13. The method of claim 7 wherein said step of deter-

mining a measure of efficiency comprises:

so

determining, when said requested page is re-

ceived at said gateway, what proportion of said

base version has been transferred to said user

station; and

55 determining, when said proportion of said base

version that has been sent is above a threshold

proportion, that sending said requested data

page in its entirety from said gateway to said
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user station is inefficient, otherwise:

assessing, after determination of said differ-

ence, a composite transmission size represent-

ing a function of size of said difference and size

of any remaining amount of said base version 5

yet to be transferred:

comparing said composite transmission size to

transmission size of said requested data page:

and

when said transmission size of said requested io

data page exceeds said composite transmis-

sion size, determining that sending said re-

quested data page in its entirety from said gate-

way to said user stalion is inefficient, otherwise

determining that sending said requested data is

page in its entirety from said gateway to said

user station is efficient.

1 4. The method of claim 1 3 wherein each of said com-

posite transmission size and said transmission size 20

of said requested data page is determined based

on compression prior to transmission.

15. The method of claim 1 3 wherein said threshold pro-

portion is dynamically determined. 2s

1 6. The method of claim 1 5 wherein said threshold pro-

portion is determined based on said finite speed.

17. The method of claim 1 further comprising: 30

comparing size of said difference to a thresh-

old; and

if said size of said difference exceeds said

threshold: 3S

aborting said recalling and transmitting steps

and said step of displaying said calculated

page,

sending said requested data page in its entirety

from said gateway to said user station, and *o

displaying said requested data page at said us-

er station.

18. The method of claim 17 wherein said threshold is

dynamically determined. 45

19. The method of claim 18 wherein said threshold is

determined based on said finite speed.

20. The method of claim 1 wherein said determining so

step comprises:

awaiting completion of said retrieval of said da-

ta page from said one of said at least one serv-

er; and ss

comparing said complete retrieved data page

to said base version of said page.

21. The method of claim 1 wherein said determining

step comprises:

awaiting completion of retrieval of a predeter-

mined portion of said data page from said one

of said at least one server;

comparing said retrieved predetermined por-

tion of said data page to said base version of

said data page to generate a partial difference

between said data page and said base version

of said data page: and

repeating said awaiting and comparing steps

for additional predetermined portions of said

data page.

22. The method of claim 21 further comprising, on gen-

eration of said partial difference:

comparing transmission size of said partial dif-

ference to a minimum threshold;

transmitting said partial difference to said user

station when said transmission size of said par-

tial difference exceeds said minimum thresh-

old; and

when said transmission size of said partial dif-

ference is less than said minimum threshold:

holding said partial difference,

comparing at least one additional retrieved pre-

determined portion of said data page to a said

base version of said data page to generate at

least one additional partial difference between

said data page and said base version of said

data page,

adding transmission size of said at least one

additional partial difference to transmission

size of said held partial difference until a sum
of said transmission sizes exceeds said mini-

mum threshold, and

transmitting said held partial difference and

said at least one additional partial difference to

said user station.

23. The method of claim 22 wherein each of said trans-

mission size of said partial difference and said

transmission size of said at least one additional par-

tial difference is determined based on compression

prior to transmission.

24. The method of claim 21 further comprising:

determining a transmission size of each partial

difference;

on transmission of each said partial difference

to said user station, adding said transmission

size of said partial difference to a cumulative

transmission size of partial differences trans-

mitted to said user station;

comparing said cumulative transmission size to
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a maximum threshold; and of said requested data page is determined based

on compression prior to transmission.when said cumulative transmission size ex-

ceeds said maximum threshold, aborting said

determining step and relaying said data page

to said user station. £

25. The method of claim 24 wherein each ol said trans-

mission size of said partial difference and said

transmission size of said at least one additional par-

tial difference is determined based on compression io

prior to transmission

26. The method. of claim 21 further comprising.

determining a measure of efficiency of said dif-

ference determining and calculating step and

said difference transmitting step; and

when said measure of efficiency indicates that

sending said requested data page in its entirety

from said gateway to said user station is effi- 20

cient;

aborting said recalling and transmitting steps

and said step of displaying said calculated

page,

sending said requested data page in its entirety 2s

from said gateway to said user station, and

displaying said requested data page at said us-
' er station.

27. The method of claim 26 wherein saic step of deter- 30

mining a measure of efficiency comprises:

assessing, after determination of said size of

said partial difference, a composite transmis-

sion size representing a function of size of said 3S

partial difference and size of any remaining

amount of said base version yet to be trans-

ferred;

comparing said composite transmission size io

transmission size of said requested data page; *o

when said transmission size of said requested,

data page exceeds said composite transmis-

sion size, determining that sending said re-

quested data page in its entirety from said gate- *s

way to said user station is inefficient, otherwise

determining that sending said requested data

page in its entirety from said gateway to said

user station is efficient.

so

28. The method of claim 27 wherein said assessing

step comprises estimating from said size of said

partial difference a total size for data representing

a difference between said data page and said base

version of said data page. 55

anal

29. The method of claim 27 wherein each of said com-
posite transmission size and said transmission size
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